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These are the notes to accompany the lecture on this subject, which is available at 

www.davecurtis.net/IntroHumGen.html. The notes go into more depth than the lecture and are 

intended partly as a reference resource. The aim is to provide an overview of key concepts along 

with explanations of the terminology used.  

Genes, chromosomes and DNA 

Genes 

It may be helpful to make explicit the fact that the word "gene" can be used in different ways to 

communicate different concepts. Deriving from Mendel's work, a gene would be a unit of 

information inherited from parent to child, such as yellowness or tallness. Nowadays, the word gene 

is generally used to refer to the stretch of DNA which is transcribed to RNA and then translated, so 

that we talk about genes coding for proteins. However we can see the earlier usage when we use 

phrases such as "she has the gene for Huntington's disease". From the biological point of view, we all 

have the gene for Huntington's disease, which is called huntingtin . What we mean by this phrase is 

that in the huntingtin gene the patient has a variant which causes Huntington's disease. So while the 

word gene usually refers to a stretch of DNA it can also be used to mean some specific variation of 

that DNA which confers susceptibility to a trait. Additionally, in the field of quantitative genetics 

there is very little concept of either a biological gene or a unit of information but rather the notion 

that there is a genetic contribution to the variance of a trait and that this can be treated 

mathematically alongside a number of other quantitative factors. 
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Figure 1. Double stranded DNA. DNA consists of a polymer of nucleotides. Each nucleotide is formed 

from a deoxyribose molecule attached to a phosphate group and a base, either adenine, thymine, 

cytosine or guanine, abbreviated to A, T, C and G. Covalent bonds form the phosphate-deoxyribose 

backbone. Each strand has a 5-prime end and a 3-prime end and two single strands of DNA align in 

opposite directions so that an A on one strand is always opposite a T on the other and a G is always 

opposite a C. These pairs of complementary bases are held together by hydrogen bonds, meaning 

the strands can separate when necessary. (Diagram by Madeleine Price Ball via Wikimedia 

Commons.) 

 

 

DNA and chromosomes 

DNA is illustrated in Figure 1. A single strand of DNA consists of a polymer of nucleotides. The part of 

the nucleotide which carries the genetic information is commonly called the base and is either 

adenine, thymine, cytosine or guanine, abbreviated to A, T, C and G. Although strictly speaking the 

base is only part of the nucleotide, in many contexts it is commonplace to use the term "base" as a 

synonym for "nucleotide". The strand has a direction, with the genetic code being read from the 5-

prime end to the 3-prime end (generally written 5' and 3'). A chromosome consists of a long length of 

double-stranded DNA. This consists of two strands running in opposite directions with the bases on 

the strands arranged in complementary pairs so that an A on one strand is always opposite a T on 

the other and a G is always opposite a C. The two strands are held together by hydrogen bonds 

between these base pairs, meaning that they can be separated when necessary. The strands twist 

round each other to form the classic "double helix". During cell division, each strand gets duplicated 

and then the duplicated chromosome condenses into the X shape which is normally used to portray 

a chromosome. Here, each arm consists of a highly compacted length of double-stranded DNA. The 



ends are called the telomeres and the part where they are still held together is called the 

centromere. The centromere is positioned asymmetrically so that each chromosome has a short arm 

above it called the p arm and a long arm below it called the q arm. However during normal cell 

function each chromosome is not in this X shape but instead consists of a single length of double-

stranded DNA which is very thin and very long (a few centimetres for an average chromosome). The 

DNA is wrapped round proteins called histones and can be coiled more or less tightly to modify the 

accessibility of the genes it contains. The DNA and histones together are called chromatin. There are 

23 pairs of chromosomes and they are packed into the cell nucleus, resembling a tangle of spaghetti. 

There are two sex chromosomes and the others are called autosomes. The autosomes are numbered 

from 1 to 22, with 1 being the largest and 22 the smallest. The chromosomes making up a pair, for 

example both copies of chromosome 5, are said to form a homologous pair. Females have two X 

chromosomes, which are fairly large and about the same size as chromosome 7, while males have an 

X and a Y chromosome, the latter being very small and only containing 63 genes. (The total number 

of human genes is about 21,000.) 

Mitochondrial DNA 

DNA is also found in mitochondria. Here, double-stranded DNA is arranged as a single, circular 

chromosome. Each mitochondrion will contain up to a few copies of this chromosome, which only 

contains 37 genes. 

Genomes and exomes 

The total length of the of the human genetic code, referred to as the human genome, is 

approximately 3 billion (3 thousand million) DNA bases, contained on the 23 nuclear chromosomes 

and the mitochondrial chromosomes. Since the nuclear chromosomes occur in pairs, each person 

has two copies of this code and in total this constitutes their individual genome. A complete copy of 

this genome is present in the nucleus of every cell, with the exception of cells lacking nuclei (red 

blood cells) and sex cells (which only have one copy of each chromosome). Only about 1% of the 

genome consists of genes and this is referred to as the exome. The rest was previously sometimes 

referred to as junk DNA and may be referred to as non-coding DNA. One million bases is called a 

megabase, so the human exome consists of about 30 megabases or 30 mb. Another terminology 

refers to distances as numbers of base pairs rather than bases so that one can write 30 M bp for 30 

million base pairs. 

Gene structure  

A simplified overview of the way that a gene is expressed is illustrated in Figure 2, which shows the 

process whereby the genetic code is used to produce a protein. A gene consists of a set of one or 

more exons which are the stretches of DNA which will be used to produce messenger RNA. If there is 

more than one exon then the stretches of DNA separating exons are called an introns. The exons and 

introns are defined entirely by the sequence of DNA bases. Although in the figure the exons are 

highlighted for clarity, in reality the parts of a chromosome which are exons would be 

indistinguishable from the rest. The genetic code for the protein is contained on one of the DNA 

strands, called the coding strand. Conventionally the chromosomes are displayed laid out with the p 

arm on the left and the q arm on the right. In some contexts the strands are referred to as positive 

and negative and the positive strand is the one in which the genetic code runs from left to right, i.e. 



in which the 5' end of the strand is at the telomere of the p arm and the 3' end is at the telomere of 

the q arm. Sometimes the words forward strand and reverse strand are used instead of positive 

strand and negative strand. Genes can be coded on either the positive or negative strand and with 

this convention genes on the negative strand would be read from right to left, i.e. with the 5' end 

towards the telomere of the q arm and the 3' end towards the telomere of the p arm. The strand 

which codes the gene is called the sense strand and the complementary strand is the antisense 

strand.  

  



Figure 2. Gene expression. The gene consists of exons separated by introns. The DNA is transcribed 

to RNA. The segments corresponding to introns are spliced out to form mRNA. The mRNA is 

translated three bases at a time into a polypeptide chain. Post-translational modifications are made 

and subunit assembly is carried out to form the mature protein product. 

 

  

                            

               

               

               

               

               

            

 

    

            

   

   

             

        

             

           

                   

                

       

    

    



Transcription 

The first step in gene expression is called transcription. In transcription, the sequence of DNA bases 

on the noncoding, antisense strand is used as a template by an enzyme called RNA polymerase to 

build up a long strand of RNA whose sequence is complementary to the DNA in the antisense strand 

(and hence the same as the sequence of the sense strand). In terms of composition RNA differs from 

DNA in two ways. Firstly, its backbone contains ribose rather than deoxyribose. Secondly, instead of 

using thymine as a base it uses uracil, symbolised by u. This means that for every adenosine base in 

the DNA sequence a uracil will be incorporated into the RNA. Otherwise the complementary pairs 

are the same as for double-stranded DNA: C-g, G-c and T-a. This process continues over all the exons 

and introns of the gene so that once transcription is completed the result is a length of RNA with a 

sequence such that each base is the same as the corresponding base in the coding strand of the DNA 

except that each T in the DNA is replaced with a u in the RNA. It is called pre-mRNA. 

Splicing 

The next step is called splicing and consists in the removal of all the stretches of RNA corresponding 

to the introns of the gene. This process depends on recognising particular sequences of RNA which 

are termed splice sites. The end result of this process is an RNA molecule whose bases are 

complementary to just the exons of the gene and this is called messenger RNA or mRNA. This mature 

mRNA is exported across the nuclear membrane into the cytoplasm. 

Translation 

The next step in gene expression is called translation and is carried out by the ribosomes. The mRNA 

is read from the 5' to 3' end. The mRNA is read three bases at a time and each set of three bases, 

called a triplet or codon, codes for a single amino acid which is incorporated into a polypeptide 

chain. Because there are 4 different bases and since a codon can consist of any combination of three 

bases there are 43 = 64 different codons. However there are only 20 different amino acids and this 

redundancy means that most amino acids can be coded for by more than one codon. Three codons 

do not code for an amino acid but are called stop codons and if one of these is reached this signals 

the end of the coding sequence and translation is terminated. 

Subunit assembly 

Translation produces a single polypeptide chain. However many proteins are formed of a number of 

subunits so that the final stage of the pathway may consist of assembling a number of different 

subunits, each coded for by a different gene, in order to produce the mature, functioning protein. 

Additional complexity 

The above description provides a simplified overview of gene expression and should be adequate to 

keep in mind in order to understand how genes work. However there are some additional 

complications which it may be worth being aware of and these are now listed. 

Promoters and transcription factors 

A short distance upstream of the first exon is a region of DNA called the promoter. This contains 

sequence which will be recognised and bound to by RNA polymerase and other proteins. The rate of 



transcription can be modified by transcription factors. These are proteins which recognise specific 

DNA sequences which are called enhancers and repressors. When a transcription factor binds to an 

enhancer region it facilitates the binding and activity of the RNA polymerase, so increasing 

transcription. Conversely, a transcription factor binding to a repressor will act to reduce 

transcription. Transcription factor binding sites can be upstream or downstream of the gene and can 

be some distance away along the chromosome because the DNA can fold over to bring them 

physically closer. Transcription factors provide a mechanism whereby the expression of individual 

genes can be modulated dynamically. If a group of genes all have enhancer sequences recognised by 

the same transcription factor then changing the level of this transcription factor can simultaneously 

modify the expression of all of them.  

Epigenetic changes 

Two other processes involved in the control of gene transcription are DNA methylation and histone 

modification. Although there is some debate about terminology, these are together generally 

thought of as comprising epigenetic modifications, where the term epigenetic is taken to mean that 

there can be long term changes in gene expression without making any changes to the underlying 

genetic code. The most obvious example of this is provided by considering the differences between 

tissues - gut cells and retinal cells have exactly the same genetic code but they contain different 

proteins because each only expresses the genes relevant to their own functioning.  

The term DNA methylation refers to the fact that a methyl group can be covalently added to 

cytosine. Many genes have regions within the promoter where there is a high frequency of C 

followed by G and these are called CpG islands. Because of the complementarity of bases, wherever 

there is a C followed by a G on one strand there will also be a C followed by a G on the other 

(reading in the opposite direction). Methylation of these CpG islands (meaning methylation of the 

cytosine bases) is associated with repression of transcription.  

Histones are the proteins which the DNA is wrapped around. A complex with a core of eight histone 

molecules and the DNA wrapped around them is called a nucleosome. The tails of the histone 

proteins protrude from the nucleosome and are available for enzymatic modification, typically 

consisting of adding methyl or acetyl groups to specific amino acids within the histone tail. These 

histone modifications can affect how tightly bound the DNA is to the histone core and through this 

and other mechanisms can increase or decrease gene transcription. 

Polyadenylation 

An additional process is involved at the completion of transcription called polyadenylation, in which 

a poly-A tail is added to the mRNA. The poly-A tail consists of a length of RNA in which all the bases 

are adenosine. This facilitates the transport of the mRNA through the nuclear membrane and 

contributes to its long term stability. 

Alternative splicing 

When splicing is carried out it is not necessarily the case that all the exons are retained. The 

selection of which exons are retained can vary and this is called alternative splicing. Each set of 

exons will then result in a different mRNA and these are called transcripts. Which transcripts are 

produced by a gene can vary with tissue type and stage of development. Within a single cell more 



than one transcript can be produced and their relative proportions can vary. The different 

polypeptides translated from the different mRNA transcripts are called isoforms. However if there 

are two or more genes which are very similar to each other then the protein products of these genes 

are also referred to as isoforms. So the term isoform can be used either to refer to different 

polypeptides produced from different transcripts of the same gene or else to similar protein 

products of different genes. 

Untranslated regions 

Translation does not start exactly at the 5' end of the mRNA but close to it and the region upstream 

from this is called the 5' untranslated region or 5' UTR. Likewise, translation stops before the 3' end 

and the downstream region is called the 3' UTR. The 3' UTR can contain stretches of sequence which 

proteins can recognise and bind to and these proteins carry out functions such as reducing gene 

expression or transporting the mRNA to the correct location in the cell. The 3' UTR can also contain 

microRNA binding sites. MicroRNAs, or miRNAs, are very short lengths of RNA. If part of the 

sequence of the 3' UTR is complementary to the sequence of a microRNA then the microRNA will 

hybridise with it and the effect of this is to inhibit translation. This means that microRNAs can be 

used to modify gene expression by reducing mRNA translation. 

RNA genes 

It should be stated explicitly that not all genes are translated. The most obvious examples of this are 

perhaps the genes coding for the rRNA which forms part of ribosomes. Here the RNA does not have 

a coding function but acts as a functional macromolecule in combination with protein. In this case 

the gene’s final product is the RNA itself rather than a polypeptide and such a gene may be referred 

to as an RNA gene. Other examples of RNA molecules with clearly defined functions are the transfer 

RNAs, or tRNAs, which recognise each codon and cause the incorporation of the appropriate amino 

acid residue. However the function of other large RNA products remains largely obscure at present. 

These are called large non-coding RNAs, or lncRNAs, and they are called non-coding because they 

are not translated into a polypeptide. It seems that they may be involved in various aspects of the 

control of expression of other genes but much work remains to be done to elucidate this further. 

Other RNA genes can code for the microRNAs mentioned above which are involved in control of the 

expression of other genes through binding to specific regions in the 3' UTR of those genes. Short 

interfering RNAs, or siRNAs, also carry out this function but in addition can be involved in histone 

modification. Another class of RNA is called piwi-interacting RNA, or piRNA, and interacts with piwi 

proteins in processes which can inhibit the expression of transposable elements and which may be 

involved in the more general regulation of gene expression during development. Overall, less than 

half the RNA which is transcribed ends up being translated but the function of these non-coding 

products of RNA genes is in the main not yet well understood. 

Oligonucleotides 

The term oligonucleotide means a short polymer of DNA or RNA, up to a few dozen nucleotides. 

Thus microRNAs are oligonucleotides. In general, oligonucleotides exert their functionality by 

hybridising with DNA or RNA strands which have complementary sequences. Although microRNA 

occurs naturally, oligonucleotides can be synthesised and used for research and therapeutic 



purposes and these artificial oligonucleotides may be modified and/or attached to other molecules 

to bestow additional functionality. 

Codon redundancy 

The fact that there is redundancy in the way codons are translated into amino acids has important 

consequences. It means that if one changes a base in the DNA code then this may or may not result 

in a different amino acid being coded for - these are referred to as non-synonymous and synonymous 

changes. Typically the redundancy will be in the third base of the codon so that for example both 

TGT and TGC in the DNA will result in a cysteine residue and any codon beginning AC will result in a 

threonine. 

Post-translation modification 

After translation has been completed further modifications may be made to the polypeptide 

product. These include cleavage, formation of disulphide bonds and enzymatic modifications of the 

amino acid residues, for example by phosphorylation or glycosylation. A typical scenario is that the 

activity of a protein is increased by phosphorylating particular residues and the enzymes which 

accomplish this are called kinases. Conversely, enzymes called phosphatases may dephosphorylate 

these residues, resulting in decreased activity. 

Genes to proteins 

Although gene expression consists essentially of transcription, splicing and translation these 

additional processes mean that there is considerable scope to adjust the quantity and nature of the 

ultimate protein product. Thus even at the level of an individual cell the relationship between 

genotype and phenotype is by no means straightforward. 

A very brief history of eukaryotes 

There are a couple of concepts which may be useful to help understand why cells are the way they 

are – the RNA world and the endosymbiotic theory for the origin of mitochondria.  

The notion of the RNA world is the speculation that the origins of life began with macromolecules of 

RNA or some similar molecule and that by acting as templates these were able to encourage copies 

of themselves to form and hence a primitive form of evolution was able to occur. These molecules 

also developed enzymatic activity and other functionality, analogous to the functionality we still 

observe in ribosomal RNA and transfer RNA. Only subsequently did protein synthesis and DNA 

evolve. Protein synthesis allows for the formation of more complex molecules with better 

functionality than can be achieved by RNA alone while DNA provides a stable copy of the genetic 

code but is not itself functional. From this perspective, functional non-coding RNA molecules 

represent the relics of a more primitive system. 

The endosymbiotic theory for the origin of mitochondria is that they have evolved from bacteria-like 

organisms which began living inside another prokaryote, which could be regarded as a host. Over 

time they developed the ability to utilise material obtained from the host cytoplasm and so were 

able to lose most of their own genes. The mitochondria came to specialise in ATP production while 

other processes necessary for life were handled by the host cell. The current situation is that the 



mitochondrial genome contains only a small number of genes and these code for some proteins 

making up the mitochondria but most mitochondrial proteins are coded for by genes on the nuclear 

chromosomes. This theory explains why mitochondria have their own small genomes. A similar 

theory has been proposed for the origin of chloroplasts, the organelles responsible for 

photosynthesis in plants, which likewise have their own small genomes.  

Genetic variation 

The genomes of two human subjects are 99.9% identical, meaning that on average at only one in a 

thousand positions will they have a different DNA base. On the other hand, given that each person 

has two copies of a genome which is 3 billion bases long this amounts to an average of 6 million 

differences. In the context of psychiatry we are interested in the relationship between differences in 

the genetic code and differences in susceptibility to neuropsychiatric conditions. A number of 

different kinds of variation can occur. 

Allelic variation 

The term allelic variation is can refer to a variety of different situations but essentially refers to the 

notion that at a particular position in the genetic code there may be alternative versions and these 

versions are referred as alleles. Thus it might be that at position 1983242 on chromosome 6 the base 

on the positive strand might be either G or T and here the alleles would be G and T. If additionally in 

some subjects one saw an A at this position then the alleles would be G, T and A. However an allele 

might also refer to the number of copies of a repeat sequence that were present at a particular 

position, in which case the possible alleles might be, for example, 3, 4, 6 and 8. Or the allelic 

variation might consist of the presence or absence of a small insertion.  

Genotypes 

If we consider a locus at which there is allelic variation then, because there are two copies of each 

chromosome, a subject will have two alleles and the two alleles together are referred to as the 

genotype. So for a DNA variant one might have a G on one chromosome and an A on the other and 

the genotype would be G-A, whereas for a repeat variant the genotype might be 3-8. The term 

heterozygous means that the alleles are different from each other whereas if both chromosomes 

have the same allele the term homozygous is used. (As males only have one X chromosome they will 

only have one copy of each allele on the X chromosome and are said to be hemizygous.) 

Terminology for variation 

There is some inconsistency about the language used to describe genetic variation. A genetic locus 

may be said to be polymorphic if one looks across a number of subjects and finds more than one 

allelic form occurring at that locus. If there is never any variation then this locus is monomorphic. 

The term polymorphism refers to a locus where there is allelic variation but it also carries overtones 

that the variation is common and generally one would not refer to a very rare variant as a 

polymorphism. The term polymorphism also carries notions of neutrality and harmlessness, so one 

would not speak about a polymorphism causing disease. A polymorphism would be expected to 

affect either only neutral traits or else to have at most modest effects on disease risk. The term 

variant logically refers to exactly the same kind of allelic variation but carries little in the way of 



connotations so that one can speak of variants which are common, rare or unique and variants 

which are pathogenic or neutral with large or small effect sizes. The term mutation refers to a 

variant which is implicitly rare, abnormal and which may cause disease. However in some contexts 

the term mutation is reserved for the process by which new variants arise - describing the fact that 

the genetic code changes or mutates. 

The reference genome 

When describing genetic variation it is helpful to have a concept of a standard genome which the 

variant is compared to. This is called the reference genome. This consists of what is regarded as the 

standard, canonical sequence. It is a somewhat idealised concept because at many places on the 

genome allelic variation is common so one cannot really say which is the “normal” allele. We have 

fairly detailed knowledge about the sequence of the whole human genome but there are some gaps.  

Every few years a new version of the reference human genome is published to reflect the latest 

knowledge. When describing allelic variation we can refer to the reference allele, which is the one 

found in the reference genome, and alternate alleles, which differ from it. Each base in the reference 

genome has a coordinate which gives its molecular position, so that 7:418243 would be the base at 

position 418243 on chromosome 7, counting from the tip of the p arm. However the very first base 

of the chromosome does not really have a coordinate of 1 because the telomeres are of variable 

size. Instead, the reference sequence is taken to begin after the variable telomere and the first base 

of the sequence is given the position 10001.  

Cytogenetic location 

Before the human genome was sequenced a position was specified by a cytogenic location relative 

to cytogenic bands. During cell division the chromosomes condense to form the familiar X shapes 

and these are then visible using light microscopy. When appropriately stained the chromosomes can 

be seen to be divided into light and dark bands and sub-bands, and these reflect differences in 

density of the chromatin. These bands and sub-bands are numbered and so a position on a 

chromosome can be given as, for example, being within 22q11.2, which would be in sub-band 11.2 

of the q arm of chromosome 22. Nowadays the cytogenetic location is rarely mentioned for genes or 

small variants because their position can instead be described by the exact molecular coordinates. 

However cytogenetic locations may be used to refer to findings which were made in the past, before 

the genome was sequenced. The cytogenetic location is currently used to describe large variants, 

such as chromosomal rearrangements observed by light microscopy and copy number variants, 

although in some contexts the molecular coordinates will also be used if greater accuracy is 

required. 

Types of genetic variation 

A variant may consist of anything ranging from the substitution of one base with another up to the 

gain or loss of a whole chromosome. A single base substitution, changing one letter of the genetic 

code, may be referred to as a single nucleotide variant or SNV. The term single nucleotide 

polymorphism or SNP may also be used, but typically only if the variant is fairly common. A variant 

may consist of the insertion or deletion of one or a few bases and this is called an indel. At some 

places in the genome one finds repeat sequences so that one can speak of dinucleotide, trinucleotide 

and tetranucleotide repeats to denote that a pattern of two, three or four bases is repeated. Here 



the allelic variation consists of the number of times the core sequence is repeated. These repeat 

sequences may be referred to as microsatellites. If a normally varying trinucleotide repeat sequence 

is unusually long then this is referred to as a trinucleotide repeat expansion. There can be repeats of 

longer and more complex sequences and the repeats can be perfect or with minor alterations. If a 

stretch of DNA is missing this is called a deletion. If a stretch of DNA is repeated then this is called a 

duplication or amplification.  Together, deletions and duplications may be referred to as copy 

number variants or CNVs. This is because normally one has two copies of each segment of DNA (one 

on each chromosome) but with a deletion or duplication one will have one or three copies. 

The chromosomal complement of a cell, observed by cytogenic testing involving staining 

chromosomes and observing them through a microscope, is called the karyotype. Normal cells have 

two members of each pair of chromosomes and the normal karyotype is written 46 XX for females of 

46 XY for males. The condition of having a normal karyotype is referred to as euploidy whereas as 

having an abnormal karyotype is aneuploidy. Having three copies of a chromosome is called trisomy 

and for most autosomes this is usually embryonically lethal and hence not observed. However 

trisomy of chromosome 21, 18 or 13 respectively causes Down's, Edward or Patau syndrome. (Recall 

that the chromosomes are numbered by size so that chromosome 21 is very small.) The commonest 

aneuploidies of the sex chromosomes consist of 45 X causing Turner syndrome, 47 XXY causing 

Klinefelter syndrome and 47 XYY causing XYY syndrome. Aside from these examples, the gain or loss 

of a whole chromosome does not generally produce a viable embryo. However there may be partial 

trisomy or there may loss of part of a chromosome. One may also have chromosomal 

rearrangements, for example where there is a translocation of part of one chromosome to a 

different one. Fragments may be swapped between two chromosomes in a reciprocal translocation 

and if the total amount of genetic material is conserved then this is said to be a balanced 

translocation, whereas if part of one chromosome is translocated to another but one also sees two 

full copies of the first chromosome then the translocation is not balanced. Another form of 

chromosomal rearrangement is an inversion, in which a part of the chromosome is flipped over. 

More complex rearrangements can occur.  

Effects of genetic variation 

Broadly speaking, the amount of each protein produced is influenced by the number of copies of the 

gene. Thus a trisomy will result in three copies of each gene on the chromosome and a 

corresponding increase in all their products whereas loss of a chromosome is expected to lead to 

reduced levels of the proteins coded for by the genes on that chromosome. In a similar manner 

partial trisomies and large duplications or deletions will affect groups of contiguous genes. So a copy 

number variant, or CNV, may be thought of as changing the number of copies of each gene within 

the affected region. In general, the function of a gene may not be much impacted by its 

chromosomal location so that a balanced translocation or an inversion may not have much effect. 

However if a gene spans the breakpoint of a CNV, translocation or inversion it will be disrupted. 

Likewise, a chromosomal rearrangement might bring two separate genes together to form a fusion 

product. Sexual differentiation is controlled by a gene on the Y chromosome called SRY which causes 

the primary sex cells to form testes whereas in its absence they form ovaries. This means that 

subjects with a Y chromosome will have a male phenotype regardless of the number of X 

chromosomes. There are two main exceptions to this rule. In androgen insensitivity syndrome 

defects in the androgen receptor mean that cells are fully or partially unable to detect testosterone 



released from the testes. With complete androgen insensitivity individuals with a 46 XY karyotype 

will have testes but an otherwise female phenotype. In XX male syndrome there is a translocation 

which results in the SRY gene being located on the X chromosome, leading to variable degrees of 

masculinisation. 

Smaller variants can affect individual genes. A small deletion or duplication may affect a single gene 

or part of a gene. Variants consisting of changes to one base or a small number of bases will typically 

affect a single gene and are described relative to it as being upstream, exonic, intronic, or 

downstream. Here, upstream means in the 5' direction and includes the promoter region whereas 

downstream is in the 3' direction. A variant occurring in a stretch of DNA between genes is termed 

intergenic.  

When a variant occurs in an exon one can predict its effect on the translated polypeptide and these 

may be referred to as coding variants. As mentioned before, if an exonic variant changes the DNA 

code but the new codon produced happens to code for the same amino acid as the original codon 

then the variant is said to be synonymous. A single nucleotide variant which leads to a different 

amino acid being coded for is called nonsynonymous or missense. If the new codon is a stop codon 

then the variant is called a stop-gained or nonsense mutation. If the variant affects a stop codon in 

the original code to change it instead into a codon which codes for an amino acid then this is a stop-

lost mutation. A small indel which consists of a multiple of three base pairs will generally be referred 

to as an insertion or deletion. However if it is not a multiple of three base pairs then it is called a 

frameshift mutation. This is because if, for example, a single base pair is inserted or deleted then as 

the bases are translated three at a time one will no longer see the original codons at all as the code 

will be "shifted" by one. The resultant amino acids will then consist of gibberish and will be 

completely different to the ones which should have been coded for.  

In order to carry out splicing correctly, the relevant molecular machinery has to be able to recognise 

intron-exon boundaries and it does this by recognising patterns in the sequence of the DNA 

(transcribed into the preRNA). Each intron always starts with GT at the 5' end and ends with AG at 

the 3' end. A variant which changes any of these bases will prevent the intron from being properly 

spliced out and is termed a splice site variant or essential splice site variant. The genetic sequence 

near these bases is also important for splicing but in a less critical fashion and with less easily 

predictable effects. A variant within a few bases of the intron-exon boundary may be called a splice 

region variant.  

There are three kinds of variants which are predicted to severely damage the functioning of the gene 

and these are stop-gained, frameshift and splice site variants. If one of these occurs the expectation 

is that the gene will produce no functioning protein. Collectively they may be referred to as loss of 

function, LOF, gene-truncating or disruptive. The term duploid means having two copies of each 

chromosome as contrasted with haploid, meaning only having one, and a variant resulting in total 

loss of copy of a gene may be described as causing haploinsufficiency of that gene. One might 

assume that the effects of these variants might be more severe if they were close to the start of the 

gene rather than being close to the end. However there is a process called nonsense mediated decay 

which can detect if there is a premature stop codon in the mRNA and if so eliminates the whole 

transcript rather than allowing it to be translated to produce a partial product. This means that a 

stop-gained mutation will likely cause complete loss of function wherever it occurs. However if there 



is alternative splicing and there are different transcripts then some transcripts might not contain the 

variant in question and hence would be unaffected. 

Nonsynonymous variants which produce a change in the amino acid sequence will have effects 

which depend on the nature of the amino acid change and its position within the protein. Important 

factors might include changes in the physico-chemical properties of the amino acid or whether an 

amino acid which can be phosphorylated or form disulphide bonds is replaced by one which cannot. 

A variety of computational approaches can be used to attempt to predict the impact of such a 

variant and these are implemented in different software packages. However at present it is generally 

not possible to predict such effects with certainty and one may need to carry out functional studies.  

Synonymous variants and variants outside of coding regions are normally expected to have little or 

no effect. However there are exceptions. For example, a variant might modify the sequence of a 

promoter or enhancer in a way which affects gene expression. A variant in the 3' UTR might affect 

miRNA binding. A variant in an intron might change the sequence in a way that it comes to resemble 

a splice site, leading to abnormal splicing. In general, it remains very challenging to predict the 

effects of non-coding variants. 

Nomenclature 

Each known human gene has an official name and a symbol, e.g. Catechol-O-Methyltransferase and 

COMT, and the symbol is conventionally written in capitals and italics. If there is an equivalent 

mouse gene it will have an initial capital letter, e.g. Comt. The polypeptide product of a gene is 

written in capitals and may or may not have a symbol similar to the gene, e.g. the polypeptide NR2A 

is a subunit of the NMDA receptor and is coded for by the gene GRIN2A. Some genes have been 

through name changes so may have aliases which were used previously. In fact there are a number 

of alternative systems for allocating symbols to genes and proteins and these are used by different 

bioinformatics resources. 

Genetic variants can be identified in different ways. There is a formal system called the Human 

Genome Sequence Variant Nomenclature (HGVS) but often people use only approximations of this. 

One can use the position of the variant on the chromosome along with the base change, e.g. 

4:1764912-A>T for a substitution or 4:187649-GCA>G for a deletion of two bases. To do this one 

must specify which version of the human reference genome one is using because the 

numbering varies between versions. If a gene is affected the position of the variant in the gene 

may be given and if it changes the amino acid sequence then the amino acid change may be 

given using either the single letter or three letter abbreviation, e.g. Ser3Gly means that the 

variant changes the third amino acid in the protein from a serine to a glycine. Many known 

variant loci have an rs number which uniquely identifies the locus. These were used for marker 

loci before the genome was sequenced and they do not change with different versions of the 

genome so they are frequently used in scientific papers. For example the Val158Met variant in 

the COMT gene is rs4680. The number used is arbitrary and has nothing to do with the position 

of the variant. 



 The molecular basis of inheritance 

Asexual reproduction 

In normal tissues, cells grow and divide in a process known as mitosis to form two daughter cells 

which are genetically identical to the original cell. From our point of view, the key process here is 

chromosomal duplication. Each chromosome consists of a single length of double-stranded DNA. 

During mitosis, each of the two strands is used as a template to build up a new strand of DNA 

complementary to it. This results in a duplicated chromosome consisting of two lengths of double-

stranded DNA which are called daughter chromosomes and which are initially held together at the 

centromere. When the cell divides the daughter chromosomes go into a different daughter cells, 

each of which will then have the normal duploid content of chromosomes. As well as being 

genetically identical, the daughter cells will also have the same methylation pattern or epigenetic 

signature. This is because CpG islands occur as complementary pairs in which the cytosine bases on 

both strands are either both methylated or both unmethylated. If a CpG island is methylated then 

when the duplication occurs both template strands will have a methylated cytosine on it. As the 

complementary CpG is formed on the other strand so an enzyme called DNA methyltransferase 1 

recognises this and methylates the newly added cytosine. This process means that the same CpG 

islands will be methylated in the daughter cells as in the original cell, enabling the retention of 

tissue-specific patterns of gene expression.  

About half the mitochrondria from the original cell end up in each of the daughter cells, meaning 

that the mitochondrial genome is also preserved. 

  



Figure 3. Meiosis. Each chromosome, consisting of a length of double stranded DNA, duplicates by 

having the strands separate and having each strand form a template to build up a complementary 

strand. Crossovers form between the members of each homologous pair they exchange large 

segments. This produces four daughter chromosomes, each of which contains a mixture of paternal 

and maternal segments. A gamete receives one of these daughter chromosomes, meaning that it is 

haploid and contains only one of every chromosome rather than containing homologous pairs. 

 

 

               

               

           

                                                             

               

                       

          

       

                       

          
       

                



Sexual reproduction 

The process of cellular division underlying sexual reproduction is called meiosis and is illustrated in 

Figure 3. It again begins with chromosomal duplication so that each chromosome forms two 

daughter chromosomes held together at the centromere. However a crucial additional aspect is that 

the homologous pairs of chromosomes come together, form physical crossovers and exchange large 

segments of DNA in a process called recombination. The four new daughter chromosomes then 

separate. Each new daughter chromosome now consists of alternating stretches of DNA derived 

from each of the original members of the homologous pair. The cell then divides twice to produce 

four daughter cells and each of the four daughter chromosomes goes into one of these. These cells, 

called gametes, are either egg cells or sperm cells and each now contains only 23 chromosomes 

rather than 23 pairs of chromosomes, a condition described as being haploid rather than diploid. As 

shown in Figure 4, in fertilisation the sperm cell enters the egg and their nuclei fuse to result in the 

diploid complement of 23 chromosome pairs. The sperm lacks mitochondria so the entire 

mitochondrial genome is derived from the egg cell. During meiosis all the DNA is demethylated so 

epigenetic modifications are not retained. The fertilised egg cell then enters into a process of 

multiplication through mitosis. As the embryo develops and cells differentiate into different tissues 

relevant epigenetic modifications are gradually acquired. 

  



Figure 4. Fertilisation and mitosis. In fertilisation, the nuclei of the haploid egg and sperm cells fuse 

to produce a diploid cell. The sperm does not contain mitochondria, so all mitochondrial DNA is 

derived from the egg cell. Thereafter, cells multiply by mitosis, meaning that all cells inherit the same 

nuclear and mitochondrial DNA as were present in the original fertilised egg cell. 

 

  

             

       

                 

           



From this we can see that for each chromosome pair a subject will have inherited one chromosome 

from their mother and one from their father. Each chromosome that they inherit consists of a 

mixture of genetic material from both the chromosomes possessed by their parent. So an individual 

will have a maternal chromosome 3 and a paternal chromosome 3. The maternal chromosome 3 has 

a sequence which is a mixture of the mother's maternal chromosome 3 and her paternal 

chromosome 3, so one can regard each chromosome as consisting of alternating lengths of 

grandparental DNA. These stretches are very long because only a few crossovers (1-4) occur during 

meiosis. What this means is that alleles of different loci on the same chromosome tend to be 

inherited together and this phenomenon is called linkage. It is important to be aware of this because 

it underlies research methods used to map disease genes. 

Females have two X chromosomes which form crossovers and undergo recombination in the same 

way as autosomes. Meiosis results in an egg cell containing a single X chromosome. In males, the X 

and Y chromosomes are homologous over small regions at the telomeres called the 

pseudoautosomal regions and only these regions undergo recombination. Meoisis results in sperm 

cells which will each contain either a Y or X chromosome. Thus whether the fertilised egg is male or 

female depends on whether the relevant sperm cell carries a Y or X chromosome. 

X-inactivation 

Early in development in females one of the X chromosomes in each cell becomes condensed and is 

inactivated and then the same X chromosome will be inactive in all descendants of that cell. This 

means that in the mature organism each cell will only have one functioning X chromosome but in 

females the X active chromosome will be inherited from the father in half of cells and from the 

mother in the other half. In fact, inactivation is not complete and a proportion of genes on the 

inactive X chromosome continue to be expressed. 

Imprinting 

For most genes on the autosomes there will be two active copies. However there are specific regions 

of some chromosomes which undergo inactivation through methylation during the process of sperm 

and egg cell production and these regions differ systematically between the sperm and egg cells. 

Genes in these regions are inactivated and so following fertilisation there will be only one active 

copy of the gene rather than two. The methylated region of the chromosome and the genes within it 

are said to be imprinted and only the genes from the unimprinted region of the homologous 

chromosome will be expressed. An implication of this is that the effect of a variant in a gene which is 

subject to imprinting can differ according to whether it is inherited from the father or the mother. 

Mosaicism 

In general, mitosis will result in the accurate copying of the whole genome from the original 

fertilised egg cell and all cells in the body will have an identical genetic code. However, rarely a new 

mutation occurs during embryogenesis, termed a somatic mutation, and then that mutation will be 

present in some adult cells but not others, a situation described as mosaicism. To contrast with this, 

a variant which is present in the fertilised cell will be inherited by all cells and is called a germline 

variant. 

The molecular basis of evolution 



The processes of mitosis and meiosis are almost completely error-free, but not quite. For humans, 

this means that a child will have on average around 10-100 de novo mutations, consisting of base 

changes not found in the genome of either parent. Other kinds of variation are rarer but have also 

contributed to the production of the human genome as we see it today. Duplication of chromosomal 

regions can lead to multiple copies of the same gene and then these copies can evolve individually to 

form members of a gene family. Chromosomal rearrangements can lead to changes in the total 

number of chromosomes. For example, humans have 23 pairs of chromosomes while the great apes 

have 24 pairs of chromosomes. The human chromosome 2 was at some point formed by the fusion 

of two smaller chromosomes. 

When a new variant occurs it may have no effect at all on the organism, in which case it is said to be 

neutral. This might be the case for many intergenic and synonymous variants. If a variant does have 

an effect, it will more likely be negative than positive. Making a random change to function is more 

likely to impair it than improve it. The variant is said to affect fitness and evolution acts through the 

overall effect on reproductive fitness, which loosely speaking is the ability to have offspring who will 

themselves survive and reproduce. A variant which reduces overall fitness means that individuals 

possessing it will on average produce fewer descendants than those without it and such a variant 

will be said to be under negative selection and its frequency in the population will gradually reduce 

over time and it may eventually disappear. Occasionally, by chance, a variant may arise which 

actually increases fitness and it will then be subject to positive selection. Its frequency in the 

population will gradually increase and ultimately, all members of the species may come to possess 

only the more advantageous allele, in which case it is said to become fixed. Because of the shuffling 

of the genetic code which occurs during meiosis, it is possible for advantageous alleles which arise 

separately to accumulate together within individuals. As this process continues variants which 

confer benefits are retained and become fixed and the species evolves. 

If a species evolves to a fairly optimal adaptation to one environment but then moves to a different 

environment then this can produce evolutionary pressure to adapt to the new environment. 

Variants which confer advantages in the new environment will then come under positive selection. 

A very brief history of humans 

The age of the universe is about 14 billion years, the age of the earth about 4.5 billion years and the 

first life appeared about 3.5 billion years ago. Multicellular life appeared about 600 million years ago 

and the common ancestor of modern apes and humans lived about 6 million years ago. Species 

referred to as hominids or ancient humans of the genus Homo evolved in Africa over the last few 

million years and there were around 15 to 20 of these species, including Homo erectus and Homo 

heidelbergensis. These had some human attributes, including the ability to manufacture primitive 

tools and weapons. Some of these migrated out of Africa about 2 million years ago and spread 

through much of the world. The species Homo neanderthalensis inhabited Eurasia from around 

400,000 to 40,000 years ago. Recently, specimens from another species named Homo denisova have 

been found, dating from a similar period. The modern human species, Homo sapiens, emerged in 

Africa around 300,000 years ago. Between 50,000 and 100,000 years ago a small number of  Homo 

sapiens migrated out of Africa and their descendants spread into the rest of the world.  

The genome sequence of Neanderthals and Denisovans has been obtained from DNA from ancient 

bone fragments. About 1-4% of the DNA of modern Europeans is Neanderthal in origin, implying that 



there was interbreeding between Homo sapiens and Homo neanderthalensis, while in other parts of 

the world outside Africa there are contributions from the Denisovan genome to the modern human 

genome. The genome of modern humans with African ancestry does not have Neanderthal or 

Denisovan contributions and can be regarded as being purely Homo sapiens. 

These historical events have a number of implications for modern human genetics which are worth 

being aware of. In evolutionary terms, the migration from Africa and the development of human 

civilisation have occurred very recently and so in almost all ways modern humans are ideally 

adapted to be hunter-gatherers in Africa. There are a few exceptions to this, in that some rapid 

adaptation has occurred to deal with environmental factors such as sunlight exposure, dietary 

components and parasite resistance. It is obvious that certain physical attributes have also 

developed differently in different parts of the world, although it is not clear how much of this is due 

to the traits conferring intrinsic advantages in different environments and how much is due to more 

arbitrary effects of particular groups coming to regard particular traits as desirable and this driving 

mate selection. No aspects of cognitive functioning, personality or susceptibility to mental illness 

have been demonstrated to differ between different ancestral groups because of their genetic 

make-up. The only possible exception to this relates to apolipoprotein E alleles, whose frequency 

and effect on Alzheimer's disease susceptibility differ across populations.  

All non-African populations are descended from the subset of the original Homo sapiens population 

which migrated out of Africa. This is an example of what is called a population bottleneck, which 

occurs when a small fraction of a population migrates and subsequently expands. One result of this 

is that there is less genetic diversity among non-African populations than remains in modern African 

populations. 

There is some inconsistency in the terminology used to describe people with different ancestries. 

Geneticists are keen to avoid using the word race and will explain that race refers to a social 

construct which does not mirror underlying biology. One may talk about the ethnicity of subjects but 

this term is arguably not correct either. Likewise, terms such as Caucasian are deprecated and 

instead researchers may use phrases such as subjects of white European ancestry. The history of 

human populations does impact on their genetic make-up in ways which sometimes need to be 

taken into consideration, but the language and methods used to deal with this remain somewhat 

problematic. 

 

Genetic variation and disease 

At this point it may be helpful to clarify some of the main concepts used to describe the ways that 

genetic variants may be associated with disease risk. 

Mendelian effects 

Mendel described what is now seen as a rather idealised view of the mechanisms of gene action in 

which the genetic information, nowadays the genotype, completely determines the observable 

effect on the organism, the phenotype. The term Mendelian is used to describe the idea that there is 



a deterministic or at least very strong relationship between genotype and phenotype, whereas a 

variant with a non-Mendelian effect will have a more quantitative or probabilistic effect.  

Dominant and recessive effects 

A variant has a dominant effect if it only needs to be present in one copy of the gene to produce the 

phenotype and has a recessive effect if both copies of the gene need to be affected to produce the 

phenotype. If the variant is on the X chromosome then males may be affected but females who carry 

the variant on one chromosome but also have a normal X chromosome may be unaffected. Such a 

variant may be described as X-linked recessive or just X-linked. A female who has one copy of the 

variant may be unaffected and she is then described as a carrier. Likewise, somebody with a single 

copy of an autosomal variant which has a recessive effect is also called a carrier. If somebody has the 

same variant in both copies of the gene then they are homozygous for that variant. However a 

recessive disease can also be caused if both copies of the gene are abnormal, but with each copy of 

the gene being damaged by a different variant. Somebody who has a disease because they have a 

two different recessively acting variants, one in each copy of the gene, is called a compound 

heterozygote. 

Penetrance and phenocopies 

Formally, the penetrance of a variant is the probability that one will develop the disease (or other 

phenotype) if one has the variant, so Mendelian variants are 100% penetrant and non-Mendelian 

variants may be said to have reduced or incomplete penetrance. (Some people use the term 

penetrant to mean "having the disease" in which case they may instead speak of variable 

penetrance.) A phenocopy is somebody who has the disease but does not have the genetic variant 

which is generally considered to cause that disease. If a disease is fully Mendelian, then there will be 

no phenocopies and everybody with the disease will have the same genetic cause. The term 

phenocopy probability can be used for the risk of developing the disease if one is genetically normal 

and the term phenocopy rate can either mean the same thing or can mean the proportion of cases 

who are phenocopies. In fact, the terms penetrance and phenocopy are not used so much in modern 

human genetics but they are seen in the literature and it is helpful to have an idea of the concepts 

they refer to. 

Heterogeneity and polygenicity 

In the Mendelian conception there is a one-to-one relationship between genotype and phenotype. 

In modern biology this might translate into a single variant always causing a particular disease and all 

cases of the disease being caused by that variant. However it is of course possible for many different 

variants in a gene to each damage the gene such that the same disease is produced. This was termed 

allelic heterogeneity. The idea was that there was a single gene or locus and that any one of many 

different variants of the gene could produce the phenotype. Here, allelic variation does not refer to 

variation at single place in the DNA code but at the level of the whole gene. Allelic heterogeneity 

could be contrasted with locus heterogeneity, which meant the same disease might be produced by 

variants at different locations in the genome. One could easily think about this in the context of 

genes for protein subunits. If a disease could result from a protein not functioning properly then a 

variant damaging any one of the subunits of the protein might cause the disease. The genes for the 

different subunits would be at different locations on different chromosomes and hence a variant at 



any of these locations could cause disease. In the original usage, the terms allelic heterogeneity and 

locus heterogeneity were taken to mean that in each subject there was a single causative variant but 

that different variants might cause the disease in different subjects, either within the same gene or 

in different genes. 

Early on it was recognised that one might wish to incorporate non-genetic risk factors and also a 

more nebulous genetic background risk. It was recognised that while some phenotypes were due to 

Mendelian effects there were others where there was some genetic influence but that this might be 

due to a very large number of genes, each with very small effect size, acting cumulatively. This was 

known as a polygenic model and if non-genetic risk factors were also incorporated it was called a 

multi-factorial model. If the model included a variant which exerted a large effect on risk this was 

called a single major locus and if a trait was influenced by a small number of such variants, each with 

a moderate effect on risk, this was termed oligogenic.  

Nowadays the term polygenic can mean that the trait results from the cumulative effects of many 

small variants but it is also used differently to mean that a variant in any one of a large number of 

different genes can impact on risk, without the implication that the effect sizes of each variant must 

be small. Used in this way, polygenic may seem to resemble an extreme case of what was previously 

referred to as locus heterogeneity.  

Pleiotropy 

Another way in which reality can depart from the Mendelian ideal is that the same genetic variant 

may increase the risk of a number of different phenotypes and this is termed pleiotropy. This means 

that different subjects with the same variant may have different phenotypes or combinations of 

phenotypes due to that variant and the variant is described as having pleiotropic effects. 

Variants as risk factors 

Loosely speaking, we tend to think of variants affecting phenotype in two different ways. If a variant 

has a large, near-Mendelian effect we will say whether it is dominant or recessive, we will say how 

penetrant it is and we will say what pleiotropic effects it may have. If a variant has a moderate or 

small effect on the probability of manifesting a phenotype then we will regard it as a risk factor and 

we can quantify its effect by how much it increases risk, typically expressed as an odds ratio. 

Research methods and therapeutic interventions 

Research investigating the relationship between genetic variation and risk of disease can involve 

highly technical and specialised methodologies which can make research reports challenging to 

understand for the non-expert (and for the expert). Likewise, therapeutic investigations and 

interventions are rapidly developing. This section aims to give a brief account of some of the main 

approaches. 

Cytogenetic testing 

The chromosomes of a dividing cell can be viewed using light microscopy. Cells can be stained in 

order to reveal the banding structure of chromosomes and this allows one to count the 

chromosomes and visualise large chromosomal rearrangements. Alternatively a technique called 



FISH, for fluorescent in situ hybridisation, uses fluorescent probes with DNA complementary to 

specific chromosomal regions to reveal all moderately sized abnormalities, including deletions, 

duplications and translocations. Such methods can be applied to cells obtained by amniocentesis to 

diagnose these conditions antenatally. 

Obtaining DNA 

DNA can readily be extracted from cells in a blood sample, a buccal swab (cheek swab) or saliva. For 

antenatal diagnosis, foetal cells can be obtained from amniotic fluid. Following in vitro fertilisation, a 

few cells can be biopsied from the blastocyst for DNA testing prior to implanting the embryo. If one 

is studying cancer, in which the tumour cells harbour the mutations causing the disease, then one 

will need to obtain a biopsy of those cells. Otherwise, broadly speaking all the cells in the body have 

the same DNA code so the site of origin is not usually relevant.  

In the case of cancer and of pregnancy, small quantities of cell-free DNA originating from the tumour 

or foetus may be found in venous blood samples and these can be used for certain diagnostic clinical 

applications. 

DNA amplification 

In many situations, once a DNA sample has been obtained it will be amplified, which means that one 

will make multiple copies of specified regions. This can be achieved by performing PCR, which stands 

for polymerase chain reaction, as illustrated in Figure 5. At the beginning of this process, the DNA is 

heated to cause the strands to separate, a process called denaturation, and then cooled to allow 

oligonucleotide primers to be annealed to each of the strands. For each region to be amplified there 

is a pair of oligonucleotide primers which consist of short lengths of single stranded DNA with a 

sequence chosen to be complementary to the 5' end of the target region on each strand. Because 

the strands run in opposite directions these primers will then be at opposite ends of the target 

region. The reaction mixture is then warmed and an enzyme called polymerase extends each primer 

using the DNA strand as a template by incorporating individual nucleotides which are present in the 

reaction solution, until the extension has gone past the end of the target region. Then the reaction is 

heated again so that denaturation occurs and the newly formed strands separate from the originals. 

The cycle is repeated, but now the primers can also anneal to the newly formed strands as well as 

the original ones so the number of copies of the target region demarcated by the primer pair grows 

exponentially with each cycle. In this way, usable quantities of DNA can be obtained from a very 

small starting sample. 

  



Figure 5. DNA amplification by the polymerase chain reaction (PCR). In the first step, double 

stranded DNA undergoes denaturation so that the strands separate. Oligonucleotides specific to the 

boundaries of the region to be amplified anneal to the separated strands. An enzyme called 

polymerase extends the primers by adding nucleotides complementary to the strand until it includes 

the whole region to be amplified. The cycle of denaturation, annealing and elongation is repeated, 

resulting in multiple copies of the region between the two primers. 

 

  



Genotyping and sequencing 

It is helpful to distinguish genotyping and sequencing. Genotyping is carried out when one is already 

aware that allelic variation occurs at a particular location and one wishes to find out which alleles 

the subject carries. As explained above, these alleles might consist of DNA base changes or 

variations in microsatellite repeat numbers. When one carries out sequencing, one finds out the 

sequence of a range of bases at a particular position. One might do this over a small region or across 

the entire genome. If there is allelic variation in the sequenced region one will discover what alleles 

are present and one may detect new allelic variants that one was not previously aware of. In 

general, sequencing is more laborious and expensive than genotyping. 

Genetic markers 

At positions on the genome where allelic variation is known to occur the alleles can be used as 

markers for genetic mapping studies. These markers are not themselves expected to influence 

disease risk (though occasionally they may do) but they are used to tag the region of the genome 

they occur in. Standard lab methods are used to genotype each marker. The first DNA markers were 

called RFLPs, for restriction fragment length polymorphisms, and these were places where changes 

in DNA sequence altered the ability of the sequence to be recognised by a bacterial restriction 

enzyme. Subsequently microsatellites became popular. For these the allelic variation would typically 

consist of a variable number of dinucleotide repeats. To genotype them, the region containing them 

was amplified by PCR and then the size of the amplified product would vary according to how many 

repeats were present. Latterly, SNPs, for single nucleotide polymorphisms, have become widely 

used. (Often pronounced "snip" but sometimes "S.N.P."). These consist of places on the genome 

where it is common to find a single base change, such as an A to a G. A genotyping chip is a piece of 

technology which can simultaneously genotype hundreds of thousands of SNPs scattered across the 

whole genome from one small sample of DNA, at very low cost. 

CGH arrays 

In order to detect copy number variants, a technique called comparative genomic hybridisation is 

used and this is carried on a specialised DNA microarray or chip referred to as a CGH array. It 

compares test DNA with a sample of normal DNA and can detect duplications and deletions which 

are 100 kilobases or larger. 

Genetic markers and mapping studies 

A gene mapping study attempts to locate the (unknown) gene responsible for a disease, or more 

precisely speaking the pathogenic variant. Genetic markers are variants whose position is known and 

which can be readily genotyped so the first step of gene mapping studies is to identify markers 

which one can deduce must be close the variant causing the disease. This can be achieved by 

detecting linkage and association between a marker and disease. 

Linkage 

The phenomenon of linkage depends on the fact that during meiosis crossovers occur between 

homologous chromosomes but that the crossovers are relatively rare so large chromosomal 

segments are inherited intact. What this means is that if two variants are located fairly close 



together on the same chromosome then they will tend to be inherited together - a child will either 

inherit both or neither. In order to detect linkage, one studies a pedigree in which multiple members 

are affected by a disease. If a genetic marker is located close to a variant which causes disease then 

an allele of that marker will be observed to follow the pattern of inheritance of the disease. In the 

simplest situation, everybody in the pedigree with the disease will inherit the same marker allele. If 

the marker is some distance from the disease gene but still on the same chromosome then 

occasional crossovers will occur between the disease and marker loci and cosegregation will not be 

complete but one will observe some instances of recombination, where there is a change in the 

marker allele which is seen in affected subjects. By finding markers with fewer recombinations one 

can get gradually closer to the position of the disease gene. However, linkage can only ever provide 

an approximate localisation because crossovers are rare so linkage must be followed up by fine-

mapping approaches. Linkage mapping could be carried out using a panel of a few hundred 

microsatellite markers, which would provide sufficient genome-wide coverage, and more lately has 

been carried out using SNPs typed on genotyping chips. Linkage was successful in localising the 

genes for Mendelian disorders such as Huntington's disease and presenile Alzheimer's disease. 

Attempts to apply it to non-Mendelian disorders were broadly unsuccessful. 

Genetic distance and physical distance 

Intuitively, pairs of loci which are closer together will exhibit less recombination than those which 

are further apart. A measure of how close they are is the recombination fraction, which provides an 

estimate of the probability of a crossover forming between two loci and recombination occurring. If 

this happens in 1% of meioses then the recombination fraction is 1% or 0.01. This probability is 

converted into a distance along a genetic map and these distances are measured in Morgans. A 

recombination fraction of 1% is about equivalent to a genetic distance of 0.01 Morgans or 1 

centiMorgan, written 1 cM. Although the probability of recombination increases with increasing 

separation of the loci along the chromosome, the relationship between the physical distance in DNA 

bases and genetic distance varies between males and females and between different chromosomal 

locations. At some points crossovers frequently form and these are termed recombination hotspots. 

Nevertheless, as a rough guide a genetic distance of 1 centiMorgan is approximately equivalent to 1 

million DNA bases, 1 megabase or 1 mb. 

Homozygosity mapping 

Nowadays, it is probably fair to say that there is little practical application for linkage analysis in a 

research context. Potentially it could be used clinically if one had a large pedigree demonstrating 

apparent autosomal dominant transmission of a novel disease but this would be an unusual 

situation. However it can have use to assist in the identification of disease genes in consanguineous 

families in which cases of an apparently recessive disease are observed. The situation might be, for 

example, that two children of parents who are themselves first cousins are affected with a novel 

syndrome with features suggestive of a genetic aetiology. If this is caused by a recessively acting 

variant then this will have been inherited by both parents and each affected child will have inherited 

two copies of the variant and will be homozygous for the variant but also, through linkage, a larger 

segment of DNA on either side of it. If one genotypes both children with a set of markers which 

spans the genome then one can identify all the chromosomal regions for which they are both 

homozygous and share the same marker alleles. The causative variant may then be assumed to lie in 



one of these regions. This is called homozygosity mapping. Identifying the exact variant may then 

depend on choosing plausible genes and carrying out sequencing in an attempt to discover a variant 

which is likely to be pathogenic, such as a stop-gained or frameshift variant. 

Linkage disequilibrium and association 

Although linkage itself no longer occupies a central role in disease genetics, it underlies the 

phenomenon of linkage disequilibrium. If we consider two loci which are very tightly linked, that is to 

say very close together on the same chromosome, then it will be very unlikely for a crossover to 

occur between them. The original alleles of the two variants will tend to be inherited together and 

will continue to be found on the same chromosomal segment even after many generations. A set of 

alleles occurring together on the same chromosome may be referred to as a haplotype. By contrast, 

if two variants are further apart then there will be frequent crossovers between them over time and 

whether or not they subsequently appear on the same chromosome, and hence are observed in the 

same individual, will be random. Likewise, if two variants are on different chromosomes then 

whether or not they are inherited together is a purely chance phenomenon and indeed is described 

as Mendel's law of independent assortment. If we genotype a large number of people for two 

variants then the null hypothesis expectation is that the alleles of one variant will be independent of 

the other. However if the two variants are tightly linked and there has been a tendency to retain 

ancestral haplotypes then the relationship between the alleles at both loci will be non-random and 

the loci are said to be in linkage disequilibrium. In the context of mapping disease genes, if a genetic 

marker is very close to a pathogenic variant then an allele of that marker may be in linkage 

disequilibrium with the variant and hence will be observed more commonly in subjects affected with 

the disease than in the general population. A marker allele which is seen more commonly in affected 

subjects is said to be associated with disease. Because linkage disequilibrium is only manifest 

between loci which are very close together, finding a marker which is associated with the disease 

implies that it is very close to the variant causing the disease. 

Although a marker may show association with disease because of linkage disequilibrium between 

the marker and the disease variant, an alternative cause for association is that the allelic variation at 

the marker locus has a direct influence on disease risk. If a marker allele increases risk of disease 

then it will be observed more frequently in affected subjects. In practice, sets of variants close 

together on a chromosome will all tend to be in linkage disequilibrium with each other and so one 

may see a number of different variants associated with disease, with little indication of which ones 

may be exerting a direct causal effect and which are associated through linkage disequilibrium. 

It is important to recognise that there is an alternative mechanism to produce association between a 

marker and disease which may be described as population stratification. To illustrate this, consider 

the situation where a modern population contains subsets of subjects having different ancestries. 

Through chance variation, the background frequencies of alleles at many different loci may have 

differed in the founder populations and these different frequencies will tend to have been retained 

in their descendants. This can apply to variants used as markers and can also occur for variants 

which cause disease, perhaps resulting in a certain diagnosis being especially common in people with 

a particular ancestry. (A concrete example of this might be Tay Sachs disease, which is commoner in 

Azhkenazi Jews.) If we now carry out an association study we will tend to find that marker alleles 

which have a higher background frequency in the disease-susceptible population will have a higher 



frequency in affected cases than in unaffected controls. This is nothing to with the marker being 

close to the disease gene, it is purely a feature of the differences in frequencies of both marker 

alleles and disease variants between populations. Thus, population structure can give rise to 

spurious association signals. This is an extremely important issue for modern association studies and 

various measures are taken to address it, beginning by attempting to ensure that case and control 

samples are well-matched for ancestry. 

Candidate gene association studies 

In a candidate gene association study one would select a gene which might plausibly be involved in 

disease aetiology, either through its known biology or because of its presence in a linked region or 

both. Then one would take a sample of cases affected with the disease and matched controls and 

one would genotype one or more variants within the gene to see if any demonstrated association 

with disease. Huge numbers of candidate gene association studies were performed for a wide 

variety of physical and psychiatric conditions and the current view is that almost without exception 

they produced no true positive findings. There are complex reasons for this but in a nutshell it was 

relatively easy to recruit a modest sample and then publish the results if they happened to be 

statistically significant. Subsequently, attempts would be made to replicate the positive results and a 

combination of testing multiple hypotheses, carrying out subgroup analyses, tweaking phenotype 

definitions and publication bias would maintain the process. The only example of a candidate gene 

association study which has held up is the association of apolipoprotein E with Alzheimer's 

susceptibility. This association was initially tested because of a combination of some plausible 

biology along with some modest evidence for linkage. 

Fine-mapping studies 

Once linkage has been established attempts can be made to narrow down the implicated region. 

This can be done by extending pedigrees in the hope of finding subjects in whom additional 

recombinations have occurred, further restricting the region which must harbour the causal variant. 

However linkage alone is not expected to narrow the implicated region to less than 1-2 

centiMorgans or 1-2 megabases and a region of this size may well contain more than one gene. 

Instead, one may genotype markers across a range apparently unrelated affected subjects. If they 

have inherited the same pathogenic allele from a distant common ancestor then markers close to 

this variant may be in linkage disequilibrium with it, and by finding markers with increasingly strong 

evidence for association one may achieve a better localisation. Such an approach contributed to the 

identification of the gene for Huntington's disease. 

Genome wide association analysis 

In genome wide association analysis, commonly referred to as GWAS, several hundred thousand 

SNPs spread across all chromosomes are genotyped using a genotyping chip in case and control 

samples consisting of thousands of subjects. The initial genotypes can be inaccurate and so there 

need to be various quality control processes. To further increase the information obtained, it is now 

routine to perform an imputation step. This involves using a separate sample of reference haplotypes 

which have been previously obtained by carrying out whole genome sequencing on hundreds of 

subjects representative of the population. Because alleles close together tend to be retained in 

haplotypes through linkage disequilibrium, it is often possible to use the genotypes of SNPs on the 



chip to impute the genotypes of other common variants nearby without genotyping them directly. 

Using reference haplotypes to fill in these missing variants can increase the number of loci directly or 

indirectly genotyped to around 2 million. The expectation is that through this approach a GWAS 

should provide information about essentially all common variants. Depending on sample size and 

other factors, in this context a common variant would be one in which the population frequency of 

the rarer allele is at least 1%, described as having a minor allele frequency of 1% or MAF of 1%. 

Association analysis is then performed, with the hope of detecting association between disease and 

any of the SNPs, without having any prior knowledge of which genes or chromosomal regions might 

harbour susceptibility loci. Obtaining chip genotypes for a GWAS costs approximately 40 pounds 

sterling per subject. 

Sanger sequencing 

While genotyping involves discovering the alleles of a known variant, obtaining the full sequence of 

DNA bases in a region can reveal all variations from the reference sequence and hence can be used 

to genotype known variants but also to discover novel variants. In Sanger sequencing, the region of 

interest will first be amplified using PCR and then the amplified strands are used as templates to 

build up complementary strands which incorporate nucleotides which are labelled with fluorescent 

dye, using different colours to represent different bases. This allows the sequence to be read. Sanger 

sequencing is relatively intensive and expensive but is highly accurate and hence can be used for 

genotyping in a clinical context. 

Next generation sequencing 

Whole genome sequencing is accomplished using next generation sequencing or NGS. Methods differ 

slightly but typically the DNA is first broken at random into small fragments which are next amplified 

and then the sequence of the first 100 bases in the product is determined and this sequence is called 

a read. Initially one does not know the genetic position of the fragment and so one has to find a 

position in the reference genome which matches the sequence of the read. The match may not be 

exact if there are variant alleles in the read. Locating the read on the reference sequence is called 

alignment. Large numbers of reads are obtained and aligned to the genome in an overlapping 

fashion. This means that at any given position there may be multiple reads which cover it and the 

number of reads which includes a particular position is called the read depth. There is some 

inaccuracy in the process so that some reads may include an incorrect base. The process of deciding 

what the true base is likely to be is called calling the base and in general this will be more accurate if 

many reads are obtained covering each position. So one measure of quality of the sequencing is the 

read depth. The expectation is that half the reads will come from one member of a chromosome pair 

and half from the other. Thus if at a particular position one chromosome has a G and the other a T 

one expects that about half of the reads will have a G and the rest a T and one can call the genotype 

as GT. This process of sequencing random fragments and then aligning them may be referred to as 

shotgun sequencing. It can be used to produce a fairly accurate sequence of the whole genome of a 

subject for costs in the region of 1000 pounds sterling or less. In a clinical situation, if a potentially 

pathogenic variant is discovered by next generation sequencing it may need to be confirmed with 

Sanger sequencing. 

In exome sequencing a similar approach is used but with an additional step called capture. Once the 

genomic DNA has been fragmented, fragments which occur in the gene exons are captured and then 



sequenced. This is accomplished using probes, each of which is an oligonucleotide whose sequence 

is complementary to the sequence of an exonic region. The aim is to capture all the fragments 

covering all exons of all genes, which only constitutes about 1% of the genome. Exome sequencing is 

less expensive than genome sequencing but one runs the risk that some exons may not be properly 

covered and that in general calls may be somewhat less accurate. Obviously, if an important variant 

is present in a non-coding region not covered by the capture kit then it will not be detected. 

Expression studies 

The activity of individual genes may be studied by measuring how much mRNA is present in each 

cell, which is typically done using a technique called RNAseq. This can also be used to detect which 

transcripts are present. Because gene expression varies between tissues, when studying RNA one 

needs to obtain samples of the tissue one is interested in. This contrasts with studies of DNA 

sequence, where one can usually safely assume that the sequence is shared identically between all 

tissues. 

Epigenetic studies 

One can measure the methylation pattern of DNA. Again, different tissues will have different 

patterns of DNA methylation so one may need to obtain samples of the tissue one is interested in. 

Model systems 

The effects of genetic variants can be studied in model systems which include single cells, cell 

cultures and whole animals. The genetic sequence can be edited arbitrarily. The function of 

individual genes can be knocked out and one may describe a mouse model as a heterozygous knock-

out or a homozygous knock-out. Gene function can be suppressed by administering antisense 

oligonucleotides and gene expression can be manipulated. Whole genes can be introduced if 

necessary, so for example one can insert a human gene into a mouse. A germline modification can 

be introduced which is present in all cells but one can control which tissues a gene is expressed in by 

coupling it with a promoter specific to the relevant tissue. 

Optogenetics 

Of particular relevance to neuroscience are two experimental approaches which use genes and light 

together to either record or stimulate neuronal activity and which can both be referred to as 

optogenetics. Recording neuronal activity can be achieved by introducing a gene for a voltage-

sensitive fluorescent protein which then causes a neuron to  fluoresce whenever its ion channels 

open. Stimulating neuronal activity can be achieved by introducing a gene for a channel rhodopsin, 

which is a light-controlled ion channel and which allows the stimulation of a single neuron by shining 

a laser on it to allow ion entry. By techniques such as coupling these genes with tissue-specific 

promoters one can limit the expression of these genes to specific neuronal subtypes. These 

approaches allow the visualisation and control of neuronal activity in the brains of living mice as they 

carry out various behaviours. As an example, researchers have studied the effects of optogenetic 

inhibition of dopamine release in the nucleus accumbens in mice subjected to the tail suspension 

test. 

Clinical genetic testing 



In a clinical context a number of tests can be carried out in an attempt to identify genetic variants 

relevant to disease. One can perform cytogenetic testing to test for chromosomal abnormalities, a 

CGH array to detect copy number variants and one carry out genotyping of specific variants known 

to be associated with particular phenotypes. If one is attempting to make a genetic diagnosis and 

these tests are unsuccessful one may proceed to sequencing. One may detect a variant which is 

already known to be pathogenic but if a novel variant is found it can be problematic to know 

whether or not it is actually clinically relevant. Typically a clinical genetics laboratory will report a 

variant as "pathogenic", "likely pathogenic", "variant of uncertain significance", "likely benign" or 

"benign". Additional DNA samples may be obtained from the parents of a patient in order to identify 

de novo mutations. 

Genetic counselling 

Genetic counselling consists of providing people with an understanding about their genetic risk in a 

way which is designed to be supportive and therapeutic. it could be viewed as forming an integral 

part of educating patients about their disease but it may also involve specialist skills around genetics, 

risk calculation and working with families. As such this function might be performed by a specialist 

genetic counsellor or clinical geneticist or might be part of the role of a mental health professional. 

Therapeutic approaches 

For some diseases in which there is a genetic contribution to aetiology it may be appropriate to use 

genetically orientated therapeutic interventions. In principle these could include introducing a 

working copy of a faulty gene, blocking the function of a gene which is causing problems and 

carrying out a specific modification of an error in the genetic code. Typically, a gene can be 

introduced into cells by incorporating it in a virus, called a vector, and then infecting the relevant 

tissue with this virus. Blocking the functioning of a gene can be achieved using antisense 

oligonucleotides, or ASOs, and these can be chemically modified so that they can be directly injected 

into the body whence they will be taken up by cells and can hybridise with mRNA in the cytoplasm. 

Methods are under development to correct DNA coding errors in vivo, for example involving the use 

of viral vectors to introduce targeted gene editing machinery based around a system called CRISPR-

Cas9. 

Statistical genetics 

There are some statistical methods and concepts which are especially used in genetic investigations 

and these will briefly be noted. 

Lod scores 

The lod score is the traditional measure of the strength of evidence in favour of linkage. It consists of 

the logarithm base 10 of the likelihood of observing the data if linkage is present as opposed to the 

likelihood under the null hypothesis of no linkage. A lod of 3, the conventional criterion to declare 

linkage, means that the ratio of the likelihood assuming linkage against no linkage was 103 = 1000. 

(This does not mean that the odds that linkage is really present is 1000:1 and it is not equivalent to 

p=0.001.) 



Liability-threshold model 

In quantitative genetics one wishes to treat genetic susceptibility in a quantitative way and the 

liability-threshold model is one way to allow this. It assumes that each subject possesses a 

quantitative attribute, called a liability, and that everybody with a liability above a certain threshold 

value will be affected with a disease and everybody below it will not. It is important to understand 

that the liability does not reflect any underlying biological quantity and that it is not the risk of 

having the disease. It is a statistical fiction which allows a binary trait - affection or non-affection - to 

be modelled as if it were the outcome of some unseen quantitative measure. For example, one 

might assume that the liability was normally distributed, that everybody with a value over 2.3 was 

affected and that various risk factors, including genetic risk factors, contributed additively to the 

liability. Then one could use a statistical model based on these assumptions to fit to some observed 

dataset. 

Heritability 

Heritability is the proportion of the variance of a trait which is accounted for by genetic factors. For a 

quantitative trait such as height this has a straightforward meaning. One could measure the variance 

of the height of people in a population and then if one knew the heritability one could state what 

the variance would be if everybody were genetically identical, which would be the observed variance 

multiplied by one minus the heritability. For a binary trait such as affection with disease the 

heritability is derived from a liability-threshold model as the proportion of variance in liability 

explained by genetic factors. The heritability can be estimated from twin studies, by comparing the 

concordance rate in identical and non-identical twins. Adoption studies, which show that an 

adopted-away child resembles their biological parents can demonstrate that a trait is partially 

heritable but do not produce quantitative results. Genetic marker studies can estimate heritability 

by observing the extent to which sharing of genetic markers between pairs of individuals is 

correlated with phenotype similarity. 

SNP heritability 

A GWAS may yield some SNPs which are genome-wide statistically significant but it is reasonable to 

suppose that there may be additional SNPs with smaller effect sizes which do not produce significant 

results. By looking at the distribution of results obtained for all SNPs one can make certain 

assumptions and then estimate the total heritability which would ultimately be captured by all SNPs 

genuinely associated with the phenotype, for example if one had an infinite sample size. This 

contribution to the variance of the phenotype which can be tagged by common variants is called the 

SNP heritability. If the phenotype is partially determined by rare variants which are not tagged by 

common SNPs then the SNP heritability will be less than the observed heritability, for example as 

measured from twin studies. Debate continues as to other possible contributors to a discrepancy 

between observed heritability and SNP heritability.  

Odds ratios 

An odds ratio can describe the magnitude of the effect of a risk factor. If non-smokers have a risk of 

MI of 0.1 then the for them probability of not having an MI is 0.9 and the odds are 0.1/0.9. If the risk 

of MI for smokers is 0.2 then the odds are 0.2/0.8. The odds ratio for smoking is quantified as the 



odds ratio: (0.2/0.8) / (0.1/0.9) = 2.25. It is similar to a risk ratio, and actually approximates the risk 

ratio when the risk is low. However advantages of the odds ratio or OR are that one does not need a 

knowledge of the absolute risk in order to be able to estimate it and it can be derived from case-

control samples in which the background risk may be unknown. The OR is typically used to describe 

the effect of a genetic variant on risk. 

Logistic regression 

Logistic regression allows the joint consideration of the effects of a number of factors which may 

affect risk. The underlying assumption is that the presence of a risk factor is associated with a 

particular odds ratio and hence the overall effect is the product of the relevant odds ratios for all the 

risk factors which apply to an individual subject. For example if the OR for smoking is 2.25 and for 

obesity is 1.5 with respect to MI risk then for somebody who smokes and is obese the OR is 2.25 x 

1.5 with compared to somebody to whom neither risk factor applies, assuming that the 

contributions to risk are independent.  

In logistic regression one models the effect sizes of the logs of the associated ORs, because treating 

these logs additively is equivalent to treating the ORs multiplicatively. 

In the context of genetic studies, one would carry out logistic regression analysis including genetic 

variants and other risk factors in order to estimate the OR associated with each variant.  

Population principal components 

The allele frequencies of a genetic variant can be different between populations of different 

ancestries and in general one wishes to take account of this. In a GWAS one can carry out a 

statistical method called principal component analysis which considers the multiple genotypes for 

each subject as if they were scattered in multi-dimensional case and which extracts the main drivers 

of that scattering, which are termed the principal components. The principal components mirror the 

ancestral origins of each subject since it is the ancestral origins which account for systematic 

changes in allele frequency across many markers. Taking the first few principal components is a 

means of quantitatively describing the ancestry of each subject and it is routine to include them as 

covariates in logistic regression analysis in order to attempt to control for ancestry effects. 

Multiple testing 

Because of the very large number of variants and genes potentially involved in genetic studies, 

multiple testing is a particular issue. One approach to this essentially relies on the same principle as 

the Bonferroni correction, which asks what p value one would need to obtain from one or more of 

the tests in order that the overall probability of getting that p value at least once would be 0.05. This 

approximates to 0.05 divided by the number of tests, so that under the null hypothesis if one carries 

out two independent tests then the probability for at least one to produce a p value of 0.025 is 0.05. 

When carrying out a GWAS one assumes that one is carrying out one million different tests and so 

the critical p value that a marker must obtain to be declared genome-wide significant is 

conventionally taken to be 0.05/1000000 = 5x10-8. One should note that one might test more than a 

million markers but the threshold still applies because the markers are not independent from each 

other because markers close together tend to be in linkage disequilibrium with each other.  



The Bonferroni approach aims to say whether at least one finding is statistically significant. A 

somewhat different concept is the false discovery rate. Here, one attempts to identify a set of 

variants which appear to be associated such that one can declare that a certain proportion of them, 

say 0.9 or 0.95, are probably true positives. This approach tends to be less strict than the Bonferroni 

approach but is argued to be more appropriate if one expects more than one risk factor to be acting. 

Minus log p values 

In order to correct for multiple testing, genetic studies can require very low p values. In order to 

express these conveniently one can quote the minus log 10 of the p value, or MLP. Here, a p value of 

0.001 would have an MLP of 3, a p value of 10-6 would have an MLP of 6 and a p value of 5x10-8 

would have MLP of 7.3. The results of a GWAS are graphed with the marker position on each 

chromosome along the x axis against the MLP on the y axis. This is called a Manhattan plot, with the 

hope that the "skyscrapers" will mark the positions of variants affecting disease susceptibility and an 

example is shown in Figure 6. Often a horizontal line will be drawn at MLP=7.3, with all points above 

it representing markers which are "genome-wide significant". When one SNP produces a high MLP 

then usually other SNPs close to it will also do so, because of linkage disequilibrium. A location on 

the genome where at least one SNP reaches the threshold for genome-wide significance is referred 

to as a GWAS hit. 

  



Figure 6. Example of a Manhattan plot, as used to display the summary results of a genome wide 

association study. Each dot represents a separate SNP. The x axis represents genomic position with 

the chromosomes arranged in order. The y axis represents the minus logarithm base 10 of the p 

value obtained for that SNP. Thus, the spike over chromosome 6 indicates that there is a set of SNPs 

on the q arm of chromosome 6 with low p values, the lowest of which is around 10-11.  

Adapted from figure by Ikram et al (https://commons.wikimedia.org/wiki/File:Manhattan_Plot.png) 

licensed under Creative Commons Attribution 2.5 Generic license 

(https://en.wikipedia.org/wiki/en:Creative_Commons). 

 

 

Genetic variation and disease 

It is worth presenting some general principles which characterise the relationship between genetic 

variation and human disease. Modern research has impacted on how we think about this 

relationship and so current accounts are somewhat different from what one finds in older sources. 

Genes and environment 

In a classic model a phenotype such as disease status is determined by a combination of genetic and 

environmental risk factors. Logically then, any contribution to disease risk which is not determined 

genetically must be due to environmental risk factors and so a disease with low heritability could be 

described as "largely environmental". However this is probably not a very helpful description of the 

reality because "environmental" just means "not genetically determined" whereas in the context of 

epidemiology we would take an environmental risk factor to be some measurable external factor 

which would have a defined effect on risk, such as exposure to background radiation. For many 

neuropsychiatric conditions there may be a large contribution to risk from factors which are either 

unknown or specific to the individual or else essentially random. If the heritability of a trait is 

significantly less than one this does not imply that there are necessarily important environmental 

risk factors in the normal sense of the word, it just means that the trait is not completely determined 

by genetic factors. 

Common and rare variants 



Almost any phenotype in the population will be influenced by the combined effects of common and 

rare variants to a greater or lesser degree.  

Common variants generally only have small effects because evolutionary pressure acts quickly to 

reduce the frequency of any variant having a large impact on disease risk. The closest we have to an 

exception to this is the ApoE e4 allele, which has an allele frequency of 0.2 and increases risk of 

Alzheimer's disease threefold.  

Rare variants can have large effects on disease risk. For those with a very large effect this can occur 

in a number of different scenarios. Firstly, the variant can persist in the population at low 

frequencies if it has an autosomal recessive or X-linked recessive mode of inheritance, meaning that 

there can be unaffected carriers. Secondly, it can persist in the population if it is subject to only 

limited selection pressure either because the phenotype does not appear till middle age or old age 

or because the phenotype does not have a very severe effect on reproductive fitness. Thirdly, 

variants may repeatedly appear as de novo mutations and then be removed from the population 

after one or a few generations. To give concrete examples of these scenarios, phenylketonuria and 

Tay Sachs disease are autosomal recessive. Huntington's disease and presenile Alzheimer's are 

autosomal dominant but typically appear in middle age. A large proportion of severe intellectual 

disability is caused by de novo mutations which are not transmitted but this proportion is smaller for 

autism and smaller still for schizophrenia. 

Genetic risk scores 

Where risk is affected by multiple variants, one can calculate their predicted combined effect for an 

individual subject and summarise this as a genetic risk score. This may be done using only variants 

which clearly demonstrate an effect, in the context of a GWAS those variants which are genome-

wise significant. Alternatively, one may assume that there are additional variants which may have a 

small effect on risk but which have not achieved statistical significance and one may incorporate the 

estimated effects of many thousands of variants to produce a polygenic risk score. For many traits 

this has a better predictive performance than restricting attention to only the genome-wise 

significant SNPs. Technical details vary, but typically one chooses a set of SNPs which are not in 

linkage disequilibrium with each other and one uses the log of the estimated odds ratio for each SNP 

as a measure of effect size. If one accurately knew the effect size of every SNP then the polygenic 

risk score would capture the SNP heritability but in practice the fraction of variance explained is far 

less. 

Variability of effects 

It has become clear that most variants which have any effect on phenotype will modify the risk of 

more than one trait. This might be because one trait influences another, or because the variant has 

some intermediate effect which impacts different traits or because the variant itself directly effects 

the risk of different traits. All these effects can be subsumed as pleiotropic effects. This applies to 

both rare and common variants. For example, a CNV might increase risk the of schizophrenia but 

also of intellectual disability or cardiac anomalies while a SNP which is a significant in a GWAS of 

bipolar disorder may also be so in a GWAS of schizophrenia. One could argue that pleiotropy does 

not really apply to Mendelian diseases such as phenylketonuria or Huntington's disease but 

generally it should be regarded as the rule rather than the exception. Even when there is a fairly 



direct relationship between a genetic variant and a disease outcome, there may still be considerable 

variation in terms of the clinical course, for example with respect to age of onset and associated 

features. In principle some of this variability may be due to the action of other genetic variants but in 

practice it can be hard to establish this because the number of cases is generally small. It is likely 

that environmental factors and chance factors also contribute to variability in outcome. 

Relation of genetic variants to diagnoses 

All these factors mean that with few exceptions there is a complex relationship between genetic 

variants affecting risk and the clinical outcomes which they contribute to. At one point it might have 

been possible to hope that the identification of specific genetic risk factors would allow for more 

precise diagnoses to be made. If anything, things have moved in the opposite direction. The same 

genetic variant may increase risk of different diagnoses and many different common and rare 

genetic risk factors may contributions to a given diagnosis. There is to date little evidence for specific 

genetic causes giving rise to subtypes of disease with specific clinical features. If common variants 

contribute to the risk of more than one diagnosis then the polygenic score for one diagnosis may 

partially predict risk for another diagnosis and this can be used to gain insights into the extent to 

which there are shared genetic risk factors. More formal analyses can estimate a genetic correlation 

between traits, which is a measure of the extent to which the genetic risk factors for two traits 

overlap. Sometimes such approaches can provide some insights into the way genetic factors may 

influence some clinical features, for example by observing that bipolar patients with psychotic 

features have somewhat higher polygenic risk scores for schizophrenia than those without. However 

these are only correlations and do not yield clear subtypes. Likewise, although genetic findings tend 

to demonstrate that some diagnoses share some risk factors this has not led to an abandoning of 

categorical diagnoses.  

Conclusion 

Our understanding of the nature of genetic variation in humans and its effects on disease has 

increased rapidly in recent years. It is clear that extensive variation includes common alleles with 

small effects and rare alleles, some of which have large effects. Common variants modify risk for a 

range of diagnoses, some tending to be more specific and some tending to be shared. While there is 

not a clear one-to-one relationship between diagnosis and genotype, there is still enough specificity 

for traditional diagnoses to be considered to be valid and useful. In the case of variants with large 

effects it has sometimes been possible to gain an understanding of the underlying molecular 

pathology which leads to disease and there are prospects for this to progress further. 

 


